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Abstract—Software refactoring is a popular technology to
improve the design of existing source code, and thus it is widely
used to facilitate software evolution. Moving methods is one of the
most popular refactorings. It helps to reduce coupling between
classes and to improve cohesion of involved classes. However,
it is difficult to manually identify such methods that should be
moved. Consequently, a number of approaches and tools have
been proposed to identify such methods based on source code
metrics, change history, and textual information. In this paper
we propose a new way to identify methods that should be moved.
Whenever a method is moved, the approach checks other methods
within the same class, and suggests to move the one with the
greatest similarity and strongest relationship with the moved
method. The rational is that similar and closely related methods
should be moved together. The approach has been evaluated on
open-source applications by comparing the recommended move
method refactorings against refactoring histories of the involved
applications. Our evaluation results show that the approach is
accurate in recommending methods to be moved (average preci-
sion 76%) and in recommending destinations for such methods
(average precision 83%). Our evaluation results also show that for
a substantial percentage (27%) of move method refactorings, the
proposed approach succeeds in identifying additional refactoring
opportunities.

I. INTRODUCTION

Software refactoring is to improve software quality by

restructuring the internal structure of software applications

whereas their external behaviors are not changed [1], [2]. As

an effective way to improve the design of existing source

code [3], software refactoring is popular [4], [5], [6]. It is

widely used to facilitate software evolution as well [2]. To

this end most of the modern IDEs contain built-in refactor-

ing tools because tool support is crucial for the success of

software refactoring [7], [8], [9]. These tools provide good

support for fine-grained refactorings, e.g., the movement of

a single method (move method refactoring). They ensure the

completeness of such fine-grained refactorings. For example,

when a method is moved from class A to class B, refactoring

tools will update all references to the method to avoid any

syntactic or semantical errors.

Moving methods is one of the most popular refactorings. As

Fowler states [3, Chapter 7], moving methods is “the bread
and butter of refactoring”. Moving methods are often used

to resolve code smells of feature envy. If a method is more

interested in another class than the class it is defined, we

call it a feature envy. In this case, the method had better

be moved to the class that it is interested in. The benefits

of such refactorings, i.e., moving methods, are twofold. First,

moving methods reduces coupling between classes. Reduction

in coupling is beneficial because high coupling is often asso-

ciated with lower productivity and greater evolution cost [10],

[11]. Second, moving methods (functions) to classes that

logically provide such functions straightens out the business

logic of the applications, and thus improves the readability and

maintainability of such applications.

However, it is difficult to manually identify methods that

should be moved [12], [13]. Consequently, a number of

approaches have been proposed to identify such methods auto-

matically or semi-automatically [14]. Most of such approaches

relies on metrics, e.g., coupling [15], [12], [16] , some of

them exploit textual information [14], and some of them take

advantage of evolution histories of source code [13]. However,

to the best of our knowledge, none of them has exploited move

method refactorings that have been conducted recently.

To this end, in this paper we propose a new approach

to identify moving method opportunities based on conducted

move method refactorings. Whenever a method m is moved

from cs (source class) to another class cd (destination class),

the approach looks for methods within the source class that

may deserve a movement to the destination class cd. The

rational for the approach is that if two methods are strongly

coupled and closely related in business logic, when one of

them is moved the other may deserve a movement as well.

The proposed approach is evaluated on open-source appli-

cations. Among the 191 methods that the approach suggests

to move, 146 (76.44%) have been actually moved in the

following versions of such applications. 11 of the recom-

mended methods have been removed from the following

versions and thus the correctness of such recommendations

cannot be decided. 7 of the recommendations represent true

move method opportunities that have not yet been conducted.

Consequently, the actual precision of the approach is up to

86%=(146+7)/(191-11). Among the 146 recommended meth-

ods that have been actually moved, 121 (83%) have been

moved to the destination classes that are suggested by the

approach. Our evaluation results also show that the pro-

posed approach succeeds in expanding a substantial percentage

(27%) of the move method refactorings. For each of them,

at least one (2.2 on average) moving method opportunity is

accepted, i.e., the recommended refactoring has been actually

conducted in following versions. As a conclusion, the proposed

approach is accurate in identifying methods that should be
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moved and recommending destinations for the movement.

This paper offers the following contributions:

• First, we propose a new way to identify move method

refactoring opportunities. Compared to existing ap-

proaches that identify move method refactoring oppor-

tunities, the main advantage of the proposed approach is

that it exploits conducted move method refactorings.

• Second, the proposed approach has been evaluated on

four open-source applications. Our evaluation results

show that the proposed approach is accurate. 76% of rec-

ommended methods have been actually moved later on,

and 83% of such methods are moved to the recommended

destinations.

The rest of the paper is structured as follows. Section II

presents a short review of related research. Section III proposes

the approach to identify methods that should be moved.

Section IV presents an evaluation of the proposed approach on

open-source applications. Section V discusses related issues.

Section VI provides conclusions and potential future work.

II. RELATED WORK

A. Identification of Move Method Opportunities

As stated by Bavota et al. [14], there are only a small

number of approaches that could identify move method refac-

toring opportunities. The first one was proposed by Simon et

al. in 2001 [15]. They proposed a distance based cohesion to

measure how closely two entities (methods or attributes) are

related:

distance(e1, e2) = 1− |p(e1) ∩ p(e2)|
|p(e1) ∪ p(e2)| (1)

where e1 and e2 are two software entities, and p(e) is the set

of properties that are possessed by e. If e is a method, p(e)
includes e itself, all methods that are directly invoked by e, and

all attributes that are directly accessed by e. If e is an attribute,

p(e) includes e itself and all methods that directly access e. As

a conclusion, the distance between two entities is computed

based on the collection of their shared properties. With the

distance metrics, Simon et al. draw entities on a graph by a

layout algorithm, and the geometric distances between entities

correspond to the distance calculated by Formula 1. On such

a graph, developers may visually identify methods that should

be moved: if a method is closer to entities of another class

than those of its enclosing class, the method had better be

moved.

The second approach was proposed by Seng et al. [16].

The approach searches for the optimal class structure with the

fitness function defined as follows:

fitness(S) =

n∑

i=1

wi ∗ Mi(S)−Miniti(s)

Mmaxi(S)−Miniti(s)
(2)

where S is the application to be refactored, M(s) is a vector

composed of seven metrics: weighted method count, response

for class, information-flow-based coupling, tight class cohe-

sion, information-flow-base-cohesion, lack of cohesion, and

stability. Miniti(s) is the initial value of the metrics, and

Mmaxi
(S) is the maximal values obtained by a calibration

run optimizing each metric alone beforehand. Each genotype

in the search algorithm contains a sequence of refactorings,

e.g., move method refactorings. By searching for the optimal

genotype that maximizes fitness(S), the approach identifies a

sequence of refactorings that lead to the optimal class structure

of the involved application. To the best of our knowledge, this

approach is the first search-based approach to identifying move

method refactoring opportunities.

The third approach was proposed by Tsantalis and Chatzige-

orgiou [12]. They measure the distance between method e and

class C with the following formula when e does not belong

to C:

distance(e, C) = 1− Se ∩ SC

Se ∪ SC
, where SC =

⋃

ei∈C

{ei} (3)

Otherwise, the distance is computed as follows:

distance(e, C) = 1− Se ∩ S′
C

Se ∪ S′
C

, where S′
C = SC\{ei} (4)

With this distance, method e is suggested to be moved to class

Ctarget that has the shortest distance to the method if the

movement satisfies some preconditions. Such preconditions

ensure that the movement will not change the external behav-

iors of the involved application. To the best of our knowledge,

it is the first approach to identifying move method refactorings

based on the distance between methods and classes. The

distance is different from that defined by Simon et al. [15]

since the latter measures the distance between two methods

(or attributes) whereas the distance defined in Formula 3 and

4 measures the distance between a method and a class.

The fourth approach was proposed by Sales et al.[17]. They

suggest to move a method m to the class c that is most similar

to the method concerning their dependency sets. The rational

of their approach is that methods in well designed classes

should depend on similar types.

The fifth approach was proposed by Bavota et al. [14]. They

recommend move method refactorings via Relational Topic

Models (RTM). RTM identifies friends for methods. Two

methods are considered as friends if they operate on the same

data structures or are related to the same features or concepts.

For a given method, they exploit RTM to suggest where this

method should be moved: the class that contains the highest

number of friends of this method. The key of the approach is to

compute the relationship among methods according structural

similarity between methods as well as textual information

(e.g., identifier names and comments) extracted from the

source code. To the best of our knowledge, it is the first

approach to identifying move method refactorings based on

textual information besides source code structures, and their

evaluation results show that such information can significantly

improve the performance, i.e., precision and recall.

The sixth approach was proposed by Palomba et al. [13].

The approach identifies moving method opportunities by look-

ing for feature envy smells [3]. The approach takes assumption

that a method affected by feature envy changes more often
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with the envied class than with the class where it is defined.

Consequently, if a method m is involved in commits with

methods of another class (Ctarget) significantly more often

than in commits with methods of its enclosing class (Csource),

the approach suggests to move the method m to class Ctarget.

To the best of our knowledge, this is the first approach

to identifying move method refactorings by mining version

histories of source code.

The key difference among such approaches is that they

exploit different information. Simon et al. [15] exploit the

distance between methods, Seng et al. [16] exploit system-

level metrics, Tsantalis and Chatzigeorgiou [12] exploit the

distance between methods and classes, Bavota et al. [14]

exploit textual information as well structural information, and

Palomba et al.[13] exploit the version histories of source code.

However, none of the approaches introduced in preceding

paragraphs exploits move method refactorings that are recently

conducted by developers. To this end, in this paper we exploit

such information and propose a new way to identify move

method refactoring opportunities. Except for such new infor-

mation, our approach follows the key rational exploited by

existing approaches [15], [14], [13]: closely related methods

should stand together. Our approach collaborates with existing

ones instead of replacing such approaches. Developers may

find out move method refactorings with existing approaches

(or manually), conduct the refactorings, and our approach may

identify additional move method refactoring opportunities.

B. Identification of Refactoring Opportunities

There are dozens of popular refactorings besides moving

methods, and there are a number of approaches and tools to

identify opportunities for such refactorings [18], [19], [20],

[21], [?]. Detailed literature review and analysis on such ap-

proaches have been made by Zhang et al. [18] and Dallal [22].

Most of such approaches are based on metrics [23], [24].

Heuristic algorithms are also frequently exploited by such

approaches, e.g., the approaches by Tsantalis and Chatzige-

orgiou [25], [20], approaches by Bavota et al. [26], [27], and

approaches by Liu et al. [28].

Our approach differs from such approaches in that our

approach identifies move method opportunities whereas such

approaches identify refactoring opportunities belonging to

other categories, e.g., extract method refactoring and extract

class refactoring.

C. Recovery of refactorings

Recovery of refactorings serves as a basis for the eval-

uation of algorithms that recommend refactoring opportuni-

ties. Demeyer et. al. [29] proposed the idea of discovering

refactorings by comparing program versions. They have pro-

posed and evaluated four heuristics for detecting refactor-

ings that occurred between two versions. Xing et. al. [30],

[31] compared class diagrams generated by reverse engi-

neering, and identified design level refactorings. Weissgerber

and Diehl [32] analyzed revisions checked in by the same

commit operation. Based on such analysis, they identified

potential refactoring operations and ranked such operations

with clone detection. Dig et. al. [33] matched elements in

different versions using shingles [34], and inferred refactor-

ings by semantic analysis. Their approach has been imple-

mented and the tool Refactoring Crawler is publicly available

(http://dig.cs.illinois.edu/tools/RefactoringCrawler/). Prete et.

al. [35] proposed a template-based approach to identify refac-

torings occurred between two program versions. The approach

has been implemented and the tool REF-FINDER is publicly

available as well (http://users.ece.utexas.edu

/∼miryung/software.html).

Tools like Refactoring Crawler and REF-FINDER, can

discover move method refactorings, and thus they are exploited

in the evaluation of our approach in Section IV. We discover

move method refactorings (as a benchmark) that have been

conducted on open-source applications. By comparing our

recommendations against such discovered refactorings, we

decide whether such recommendations are true positives or

false positives.

III. APPROACH

A. Overview

The approach works as follows. First, the developer moves

a method m from class Csource to class Ctarget. We note

this movement as a move method refactoring r1. Second, the

propose approach checks each method within the source class

Csource, and computes the strength of relationship between

this method and the moved one. The relationship is composed

of three aspects: coupling, conceptual correlation, and feature

envy. Third, the approach sorts (in descending order) all meth-

ods from class Csource according to strength of relationship

with the moved method. Fourth, the approach recommends to

move the method on the top to the target class Ctarget, and

presents the suggestion to the developer. Fifth, the developer

may accept the suggestion, and conduct the move method

refactoring (noted as r2). In this case, the proposed approach

continues recommending additional refactoring opportunities

based on both r1 and r2. The developer may also reject

the suggestion, and thus the proposed approach stops the

recommendation triggered by r1.

The rational of the proposed approach is that closely cou-

pled and highly similar methods should be moved at the same

time. To measure the strength of the relationship between

a pair of methods, we compute their coupling, conceptual

correlation, and their similarity in feature envy. Such metrics

are presented in the following sections.

B. Coupling

The coupling between two methods is defined as follows:

coupling(m1,m2) =
|p(m1) ∩ p(m2)|
|p(m1) ∪ p(m2)| (5)

where m1 and m2 are two methods, and p(m) is the set of

properties that are possessed by m, including m itself, all

methods that are directly invoked by m, and all attributes that

are directly accessed by m.
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The coupling between two methods is computed based

on the collection of their shared properties. It follows the

distances defined by Simon et al. [15] (Equation 1) and

Tsantalis and Chatzigeorgiou [12] (Equations 3 and 4). The

coupling is based on the Jaccard similarity coefficient between

two set of properties (i.e., p(m1) and p(m2)) whereas the

distances employed by them are based on Jaccard distance.

The relationship between such metrics can be expressed as:

coupling(m1,m2) + distance(m1,m2) = 1 (6)

C. Conceptual Correlation

High coupling among methods is not always the sufficient

condition for them to stand together. Conceptual correlation

often plays the key role in the distribution of methods because

each location (class) represents a concept in the real world and

thus it should contain only such methods that are conceptually

related to it. As a result, methods within the same class are

often conceptually related. This is the reason why we exploit

the conceptual correlation between methods to recommend

move method opportunities based on moved methods.

We compute the conceptual correlation between two meth-

ods based on identifiers within such methods, including

method names, parameter names, and names of local variables.

We decompose each identier name into a set of terms, noted

as terms(name). The decomposition is based on underscores

and capital letters assuming that the names follow the popular

camel case or snake case naming convention. The decompo-

sition is simple and effective while identifier names follow

such naming conventions. However, if identifier names do

not follow such naming conventions, the proposed approach

might not work. In this case, more complicate and smarter

approaches should be used. For example, INTT: Identifier
Name Tokenisation Tool [36] proposed by Butler et al.[37]

can decompose identifier names into meaningful terms even if

these names do not follow camel case naming convention.

The conceptual correlation based on method names is

computed as follows:

correlationname(m1,m2) =
|terms(n1) ∩ terms(n2)|
|terms(n1) ∪ terms(n2)| (7)

(8)

where n1 and n2 are method names of m1 and m2, respec-

tively.

The conceptual correlation based on parameters and local

variables is computed as follows:

correlationvariable(m1,m2) =
|terms(vs1) ∩ terms(vs2)|
|terms(vs1) ∪ terms(vs2)| (9)

where vsi (i.e., vs1 or vs2) is composed of parameter names

and variable names from method mi. terms(vsi) is composed

of terms contained in all of the names from vsi.
We separate method names from other identifers (i.e., pa-

rameter names and names of local variables) because method

names often contain essential conceptual information whereas

such names are often short. If terms from method names are

equally treated with other terms from the method, it is likely

that the information conveyed by such method names would

be watered down by a large number of terms from parameters

and variables.

D. Feature Envy

Feature envy is one of the major reasons for moving

methods [3]. Tsantalis and Chatzigeorgiou [12] identify feature

envy by measuring the distance between methods and classes.

If a method is closer (i.e., with smaller distance) to another

class than its enclosing class, the method is associated with a

potential feature envy smell. We follow the distance metrics

defined in Equations 3 and 4, and define the strength of feature

envy between method m and class c as follows.

strengthenvy(m, c) = distance(m, ec)− distance(m, c) (10)

where ec is the enclosing class of the method. distance mea-

sures the distance between methods and classes, following the

definitions introduced by Tsantalis and Chatzigeorgiou [12].

We note a move method refactoring as:

r =< mmv, csrc, ctg > (11)

where mmv is the method that has been moved from its

enclosing class csrc to another class ctg .

For those methods that are considered as candidates for

move method refactorings based on conducted refactoring

r, we compare their strength of envy to that of the moved

method:

Envy(mcd, r) = strengthenvy(mcd, ctg)

−strengthenvy(mmv, ctg) (12)

where mmv is the method that has been moved to class

ctg during the move method refactoring r. Method mcd is a

candidate method that may deserve a movement to class ctg .

Metrics Envy(mcd, r) measures how strongly method mcd

envies class ctg compared to the moved method mmv .

E. Searching for Move Method Opportunities

Based on a conducted move method refactoring r =<
mmv, csrc, ctg > (as defined in Equation 11), the proposed

approach computes the strength of recommendation for each

method (mcd) from class csrc. The strength is computed as

follows:

strength(mcd, r) = coupling(mcd,mmv)

+correlationname(mcd,mmv)

+correlationvariable(mcd,mmv)

+Envy(mcd, r) (13)

We collect all methods from the source class csrc, and

identify the one with the greatest strength of recommendation.

If the strength is greater than a threshold β, we recommend

to move the method from csrc to ctg .

If the initial recommendation is accepted, and software en-

gineers carry out the recommended move method refactoring

r2, the proposed approach tries to recommend additional move
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method opportunities based on both r1 and r2. The recom-

mendation triggered by r1 stops if and only if the proposed

approach fails to recommend any refactoring opportunity or a

recommended opportunity is rejected.

Suppose that based on move method refactoring r1, a

sequence of refactorings acceptedR =< r2, r3, · · · , rk > has

been recommended and conducted. We calculate the strength

of recommendation for each method from csrc as follows:

strength(mcd, acceptedR) =
k∑

i=1

strength(mcd, ri)/k (14)

Among all such method, the proposed approach would recom-

mend the one with the greatest strength of recommendation if

the strength is greater than the predefined threshold β.

IV. EVALUATION

The proposed approach has been implemented and evaluated

on four open-source applications.

A. Research Questions

The evaluation investigates the following research questions:

• RQ1: How often are the recommended move method

opportunities accepted?

• RQ2: How often are move method refactorings success-

fully expanded by the proposed approach? If based on

move method refactoring r, the proposed approach results

in at least one accepted recommendation, we say that r
is expanded successfully.

• RQ3: Does the proposed approach result in higher preci-

sion and/or recall compared to JDeodorant, a well-known

refactoring recommender [12]? If yes, to what extent?

RQ1 concerns the precision of the proposed approach. The

precision is important because the proposed approach would

be useless if it overwhelms developers with a large number of

false positives, which is a result of low precision.

RQ2 concerns the usability of the proposed approach. Only

if a substantial percentage of move method refactorings can

be used to recommend additional move method refactorings

successfully, the proposed approach can be used frequently

and thus be valuable.

RQ3 concerns the recall and precision of the proposed

compared to existing tools that recommend move method

opportunities as well. Such approaches and tools are intro-

duced in Section II-A. In the evaluation JDeodorant is selected

because it is publicly available and it is well-known.

As a conclusion, investigating these questions would reveal

whether the proposed approach is really useful.

B. Subject Applications

An overview of the subject applications is presented in

Table I. Each subject application is introduced as follows.

Hibernate [38] is an open-source application developed by

Red Hat1. The purpose of this project is to provide an easy way

to achieve persistence in Java. Weka [39] is an open-source

1http://www.redhat.com/en

application developed by the machine learning group at the

University of Waikato. It implements in Java a set of well-

known machine learning algorithms. Derby [40] is an Apache

DB subproject sponsored by Apache Software Foundation2.

SQuirreL SQL Client [41] is an open-source database client

in Java. Via JDBC, it provides users a unified interface to

manipulate database libraries. Phex [42] is a P2P Gnutella file

sharing program. The client connects to the Gnutella network,

and enables users to to search, download, and share docu-

ments. Camel [43] is an open-source integration framework

based on enterprise integration patterns. The application is

large and complex. Consequently, in this evaluation we only

analyzed the basic module Camel-core.

These subject applications were selected because of the fol-

lowing reasons. First, all of them are open-source applications

whose source code is publicly available. Second, all of them

are well-known and popular. Third, these applications were

developed by different developers. Finally, these applications

have long evolution history, and thus it is likely that a great

number of move method refactorings have been conducted on

these applications.

C. Benchmark

To decide whether move method opportunities recom-

mended by the proposed approach are correct or incorrect,

we build a benchmark of move method refactorings by min-

ing version histories of involved subject applications. Move

method refactorings (noted as RS) that had been conducted

on subject applications are discovered by three participants

with semi-automated tool support. The three participants are

master level students who major in computer science. They

are familiar with software refactoring, and all of them had

participated in at least one refactoring-related project before

the evaluation. They exploit RefactoringCrawler [44], REF-
FINDER [45] and Eclipse to identify such refactorings. Refac-
toringCrawler and REF-FINDER are effective in recovering

conducted refactorings (including move method refactorings)

by comparing different versions of the same applications. We

exploit these tools because they are publicly available and they

have been proved to be effective. Eclipse is used to facilitate

the review of Java source code.

For each of the potential move method refactorings iden-

tified by RefactoringCrawler or REF-FINDER, all of the

three participants manually check related files together. By

comparing related entities in different versions, they are asked

to decide whether it is a real move method refactoring or

not. For example, if RefactoringCrawler suggests that method

msrc in class csrc version v1 was moved to class ctg in version

v2 (noted as mtg), they should compare the involved source

code in the two versions, and decide whether mtg originals

from msrc (instead of a newly introduced or renamed method),

which is well known as origin analysis [46]. They should also

identify false positives that are introduced by class renamings.

2http://www.apache.org/
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TABLE I
SUBJECT APPLICATIONS

Subject Application Domain No. of Versions Size (varies from version to version)
Hibernate Persistence 113 51,276 ∼ 200,874 LOC

Weka Machine Learning 70 38,890 ∼ 272,212 LOC
Derby DBMS 23 258,295 ∼ 626,560 LOC
Phex P2P document share 25 24,969∼ 102,579 LOC

SQuirreL SQL Client SQL 43 38,890 ∼ 272,212 LOC
Camel Integration framework 34 9,125 ∼ 84,041 LOC

D. Process

For each subject application, we collect a list of move

method refactorings that have been conducted on the applica-

tion. We note them as RS. For each move method refactoring

r from RS, the evaluation is conducted as follows:

1) We remove r from RS.

2) We initialize the set of accepted refactorings suggested

by the approached based on r as acpR = {}.
3) If the proposed approach fails to recommend any refac-

toring opportunity based on r and acpR, the evaluation

process goes on to the next conducted move method

refactoring from RS. In other words, the recommendation

based on r terminates.

4) If the proposed approach recommends to move method

mmv , we check it against move method refactorings that

have been actually conducted, i.e., RS. If there is a

move method refactoring ract from RS that has actually

moved the method (mmv), we say that the recommended

refactoring opportunity is accepted. In this case, we move

ract from RS to acpR, and the recommendation based

on r continues by turning to the preceding stage (i.e., the

third stage).

5) If the recommended method mmv has been removed from

the following versions, we say that the recommendation is

inclusive since the method has disappeared. In this case,

the approach continues to recommend the next refactoring

opportunity whose strength of recommendation ranks

second only to mmv , and the process goes back to the

fourth step.

6) If the recommended method has not been actually moved

by any refactoring from RS, we say that the recommen-

dation is rejected. In this case, the evaluation process goes

on to the next conducted move method refactoring from

RS.

As introduced in the preceding paragraph, a recommenda-

tion is accepted if and only if the recommended method has

been actually moved in one of the following versions.

E. Measurements

To answer research question RQ1, we define two metrics to

measure the performance of the approach. First, the precision

of the proposed approach in recommending methods to be

moved is defined as follows:

Pmethod =
ntp

ntp+ nfp
(15)

where ntp is the number of true positives (accepted recom-

mendations), and nfp is the number of false positives (rejected

recommendations).

Second, we calculate the precision of the proposed approach

in recommending where methods should be moved as follows:

Pwhere =
nds

ntp
(16)

where nds is the number of accepted destinations recom-

mended by the approach. It equals to the times when the

recommended methods are actually moved to the destinations

(target classes) as suggested by the approach.

To answer research question RQ2, we measured how often

the proposed approach succeeds in identifying refactoring

opportunities:

Rexp =
Nsucceeded

Ntried
(17)

where Ntried is the number of move method refactorings that

the proposed approach tries to expand, and Nsucceeded is the

number of refactorings that the proposed approach expands

successfully. The expansion on a conducted move method

refactoring r is successful if and only if at least one of the

move method opportunities suggested based on r is accepted.

For example, if based on a move method refactoring (r1),

the proposed approach successfully recommended more than

one refactorings (e.g., r2, r3, . . . , rk). In this case, r1 is

counted in both Ntried and Nsucceeded) whereas the recom-

mended refactorings (r2, r3, . . . , rk) are not counted in Ntried

or Nsucceeded. As a result, Ntried is always smaller than the

number of move method refactorings discovered in subject

applications.

F. Calibration

As introduced in Section III-E, the proposed approach sug-

gests to move a method only if its strength of recommendation

(strength(mcd, r) in Equation 13 ) is greater than a pre-

defined threshold β. To achieve a balance between accepted

commendations (true positives) and rejected recommendations

(false positives), we calibrate the proposed approach on two

open-source applications: Hibernate and Weka. The calibration

on Hibernate and Weka is presented in Fig. 1, Fig. 2, and

Table II.

From these figures and the table, we observe that with

the increase of the threshold, the precision of the approach

increases both in recommending methods to be moved (i.e,

Pmethod) and in recommending destinations for such move-

ment (i.e., Pwhere). However, the increase in precision is
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TABLE II
CALIBRATION

β
True Positives

(Hibernate)
False Positives

(Hibernate)
True Positives

(Weka)
False Positives

(Weka)
0.5 104 31 38 12
0.6 98 28 33 12
0.7 92 25 31 9
0.8 89 23 27 7
0.9 79 19 27 5
1.0 74 18 23 4
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Fig. 1. Calibration on Hibernate

accompanied by the decrease in both the number of true

positives (accepted recommendations) and Rexp that measures

how often a conducted move method refactoring can be

expanded successfully by the proposed approach.

From these figures and the table, we also observe the setting

β = 0.8 achieves a good balance among different performance

metrics: Pmethod is around 80%, Pwhere is around 90% and

Rexp is greater than 25%. Consequently, the rest of the

evaluation is conducted with this setting.

G. Results and Analysis

Evaluation results on four open-source applications are

presented in Table III.
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Fig. 2. Calibration on Weka

From the table, we observe that the precision (Pmethod)

of the approach in recommending move method opportuni-

ties varies between 68% and 92%. On average 76% of the

recommended move method opportunities are accepted. From

these data, we conclude that the proposed approach is accu-

rate in recommending move method opportunities (answering

research question RQ1).

From the table we also observe that the precision (Pwhere)

of the proposed approach in recommending destinations for

the suggested movement varies between 67% and 100% on

the subject applications. On average 83% of the recommended

destinations (target classes) are correct. Form these data, we

conclude that the proposed approach is accurate in recom-

mending destinations for methods to be moved.

From the table we also observe that the proposed approach

tries to recommend move method opportunities based on 244

conducted refactorings, succeeds in 67 times out of the 244

tries (27%=67/244), and generates 146 accepted move method

opportunities. From this data, we conclude that a substantial

number (27% on average) of move method refactorings can

be expanded by the approach, i.e., leading to additional move

method opportunities (answering research question RQ2).

H. False Positives

We manually analyze the 45 false positives, i.e., rejected

recommendations. Analysis results suggest that the actual

precision could be higher than that reported in Table III

because of the following reasons.

First, 11 out of the 45 false positives are actually inclusive:

the methods that are suggested to be moved have been removed

in the following versions. As a result, we do not know whether

such methods have been moved as suggested before they are

finally removed. Consequently, we do not know whether such

recommendations are correct or incorrect.

Second, 7 out of the 45 false positives represent true

move method opportunities. In other words, they are declared

wrongly as false positives because the benchmark (built in Sec-

tion IV-C) is incomplete. An example of such false positives

is presented in Fig. 3.

From the figure, we observe that the method DoShutdown
is defined in class DefaultExecutorServiceStrategy in version

2.8.6. This method depends on another method shutdownNow
to stop services that are still running when shutdown common

is executed. In version 2.8.6, these two methods are defined

in the same class.

From the figure, we also observe that the method DoShut-
down is moved to class DefaultExecutorServiceManager in

version 2.9.0, and this move method refactoring has been

identified while benchmark was built in Section IV-C. Con-

sequently, in the evaluation, this move method refactoring is

used to trigger the proposed approach to recommend additional

move method opportunities. Based on such a refactoring, the

proposed approach suggests to move method shutdownNow
from DefaultExecutorServiceStrategy to DefaultExecutorSer-
viceManager. However, we cannot find such a move method

refactoring in the benchmark, and thus the recommendation is

7



TABLE III
EVALUATION RESULTS

SQuirreL SQL Client Phex Derby Camel Total
Discovered Move Method Refactorings (N1) 91 125 42 132 390
Recommended Opportunities (N2) 60 65 16 50 191
Accepted Opportunities (N3) 55 45 12 34 146
Rejected Opportunities (N4) 5 20 4 16 45
Pmethod = N3/(N2) 92% 69% 75% 68% 76%
Accepted Destinations (N5) 37 39 11 34 121
Pwhere = N5/N3 67% 87% 92% 100% 83%
Expanded Refactorings (N6) 13 22 8 24 67
Tried Refactorings (N7) 36 80 30 98 244
Rexp = N6/N7 36% 28% 27% 25% 27%

v2.9.0-RC1 v2 9 0-RC12 9 0 RC1

v2.8.6   

Fig. 3. False Positive Analysis: An Example from Camel

taken as a false positive. Although there is a method named

shutdownNow in the target class DefaultExecutorServiceMan-
ager, neither RefactoringCrawler [44] nor REF-FINDER [45]

decides that this method represents a move method refactoring.

One possible reason is that the original class DefaultExecu-
torServiceStrategy contains a method with the same signature

as well, and this method is taken as a modified version of the

original method (method shutdownNow in version 2.8.6).

However, by comparing the related source code, we find

that the method shutdownNow in class DefaultExecutorSer-
viceManager (version 2.9.0) does represent a move method

refactoring. The reasons are explained as follows.

1) The original method shutdownNow (in class DefaultEx-
ecutorServiceStrategy version 2.8.6) is identical to the

method shutdownNow in class DefaultExecutorService-
Manager (version 2.9.0), and it is different from method

shutdownNow in class DefaultExecutorServiceStrategy
(version 2.9.0).

2) In version 2.9.0, the method shutdownNow in class De-
faultExecutorServiceStrategy is not called by any method.

It likely that this method remains for compatibility, i.e.,

providing all public methods that are provided in elder

versions.

3) In the original version (2.8.6), method DoShutdown (in

class DefaultExecutorServiceStrategy) depends on the

method shutdownNow in class DefaultExecutorServiceS-
trategy to terminate services. However, when this method

is moved to class DefaultExecutorServiceManager (ver-

sion 2.9.0), it depends on method shutdownNow in class

DefaultExecutorServiceManager to stop such services

instead of the method from DefaultExecutorServiceStrat-
egy.

4) In version 2.9.0, the method shutdownNow in class

DefaultExecutorServiceStrategy does nothing but calling

shutdownNow from class DefaultExecutorServiceMan-
ager to stop services.

Based on such analysis, we conclude that the method shut-
downNow has been moved from class DefaultExecutorSer-
viceStrategy to DefaultExecutorServiceManager, but a new

method with the name signature is added for compatibility.

Consequently, the recommendation generated by the proposed

approach, i.e., moving method shutdownNow from class De-
faultExecutorServiceStrategy to DefaultExecutorServiceMan-
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TABLE IV
EVALUATION RESULTS OF JDeodorant

SQuirreL
SQL

Client
Phex Derby Camel Total

Discovered Move
Method Refactorings

91 125 42 132 390

Recommended
Opportunities

373 272 556 156 1357

Accepted
Opportunities

1 3 0 5 9

Accepted
Destinations

0 0 0 0 0

ager, is not really a false positive (rejected recommendation).

It should be taken as a true positive.

We conclude from the analysis that the actual precision of

the proposed approach is up to 86% = (146+ 7)/(191− 11).

I. Investigating Research Question RQ3
As introduced in Section II-A, besides our approach there

are a number of approaches and tools that can identify move

method opportunities. However, none of them takes advantage

of conducted move method refactorings as we do. Conse-

quently, it would be nonsense to compare the performance of

our approach against any of them since our approach requires

additional information. However, it is interesting and it makes

sense to investigate to what extent by taking more information,

i.e., conducted move method refactorings, can improve the

performance (precision and recall).

In the evaluation, we select JDeodorant [12] as the rep-

resentative and state of the art approach that does not take

advantages of conducted move method refactorings. JDeodor-
ant is selected because it is publicly available3 and it is well-

known [14].

We apply JDeodorant to such versions of the involved

subjects (i.e., SQuirreL SQL Client, Phex , Derby , and Camel)
that contain at least one move method refactoring from the

benchmark built in Section IV-C. The results are presented

in Table IV. The first two rows (including the row titles)

of Table IV are identical to those of Table III, showing

the number of move method refactorings discovered in such

applications. The third row shows the number of move method

opportunities suggested by JDeodorant, excluding duplicate

suggestions that are generated because JDeodorant checks

multi-versions of the same applications. The fourth row shows

the number of suggested move method refactorings that have

been actually conducted according to the benchmark built in

Section IV-C (i.e. accepted opportunities). The fifth row shows

the number of methods that have been moved to the target

classes as suggested by JDeodorant.
By comparing Table IV and Table III, we observe that our

approach (taking more information) leads to more accepted

move method opportunities and higher precision. It should

be noted that the precision of JDeodorant is lower than that

reported in [14] where 15% of JDeodorant’s suggestions get

3http://users.encs.concordia.ca/∼nikolaos/jdeodorant/

positive answers to “would you apply the proposed refactor-
ing?” One reason for the difference is that the benchmark

built in Section IV-C may be incomplete, i.e. some conducted

move method refactorings may be missed. Another reason for

the difference is that developers may declare that they would

like to move a method (giving a positive answer) that has

not yet been actually moved. In other words, the fact that a

method has not been moved does not necessarily suggest that

the developer does not want to move it. However, even the

higher precision (15%) of JDeodorant [14] is still lower than

that of our approach.

We also analyze the nine accepted move method oppor-

tunities recommended by JDeodorant. We find that three of

them have been missed by our approach. Such opportunities

are missed by our approach because they are lonely: there

are no move method refactorings that are similar to them. Our

approach depends on similarity between refactorings, and thus

it cannot identify lonely refactoring opportunities. In contrast,

existing approaches, e.g., JDeodorant does not depend on such

similarity and thus they may be able to identify such lonely

opportunities.

We conclude from such results that taking conducted move

method refactorings into consideration we can improve the

recall and precision in recommending move method oppor-

tunities (answering research question RQ3). We also con-

clude from such results that our approach and existing ap-

proaches complement one another. Developers may identify

move method opportunities with JDeodorant or other similar

tools (e.g., MethodBook), conduct such refactorings, and our

approach may suggest additional move method opportunities.

J. Threats to Validity

A threat to external validity comes from the limited number

of subject applications. The proposed approach is calibrated

on two applications, and then is evaluated on four applications.

Since the number of subject applications is small, special

characteristics of such applications may have biased the eval-

uation results. Consequently, the conclusions drawn on such

applications may not be generalized to other applications. Only

a small number of subject applications is involved because it

is difficult and time consuming to build the benchmark on

open-source applications, i.e., identifying all move method

refactorings by mining version histories of such applications

as introduced in SectionIV-C. To reduce the threat, we select

subject applications that are developed by different developers

and belong to different domains. Such applications are also

well-recognized and open-source. However, to reduce the

threat, further evaluation of the proposed approach should be

conducted on more applications in the future.

A threat to construct validity comes from the inaccu-

racy in benchmarks built in SectionIV-C. To distinguish true

positives from false positives, we build the benchmarks by

discovering move method refactorings that have been actually

conducted on the subject applications. However, the iden-

tification of conducted refactorings may be inaccurate, and

thus the measurements in Section IV-E might be incorrectly
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calculated. The reasons for the inaccuracy in benchmarks

are explained as follows. First, RefactoringCrawler and REF-
FINDER may be inaccurate in identifying move method refac-

torings. Conducted move method refactorings are identified by

RefactoringCrawler and REF-FINDER that may report false

positives and may miss some refactorings (false negatives).

As suggested by Soetens et al. [47], such snapshot based

tools may miss refactorings that are masked by other editing

activities. As a result, the resulting benchmarks may be

inaccurate. To reduce the threat, participants manually checked

files that RefactoringCrawler or REF-FINDER reported to

contain potential move method refactorings. However, manual

checking might miss refactorings as well. For example, the

manual check may miss refactorings that are conducted on files

where RefactoringCrawler and REF-FINDER fail to identify

any move method refactorings. The second reason for the

inaccuracy in benchmarks is that the move method refac-

torings reported by RefactoringCrawler and REF-FINDER
are rechecked by outsiders (students) instead of the origi-

nal developers of the subject applications. As a result, the

manual check might be inaccurate because of lack of system

knowledge and subjectiveness and because of the large amount

of potential refactorings reported by RefactoringCrawler and

REF-FINDER. To improve the recall, precision of such tools

are reduced, which results in a large number of false positives.

For example, the precision of RefactoringCrawler is less than

one percentage. To reduce the threat, three participants check

all of the potential refactorings together. In case of diverging

decisions, they discussed and voted if needed before the

final decision is made. In the future, it would be interesting

to evaluate the proposed approach on applications where

refactorings have been exactly recorded. On such applications,

the benchmarks are built automatically and accurately.

Another threat to construct validity is that we compare

recommended move method opportunities against refactoring

histories. The fact that a method has not been moved (and

thus not involved in refactoring histories) does not necessarily

suggest that the method should not be moved. It is possible

that the developers have missed such refactoring opportunities,

and they may conduct such refactorings once the suggestions

are presented to them.

V. DISCUSSION

A. Synonyms and Abbreviation

The proposed approach calculates the similarity between

two identifier names by counting the common terms appear-

ing in both names. However, it does not take synonyms or

abbreviations into consideration. Consequently, the resulting

similarity may be inaccurate. For example, the proposed

approach takes ‘app’ and ‘application’ as two totally different

terms although the former is an abbreviation of the latter.

In future, such limitations may be resolved by introducing

dictionaries, e.g., WordNet4. By consulting such dictionaries,

4http://wordnet.princeton.edu/

the approach may recognize some synonyms and abbrevia-

tions. As a result, the calculation of text similarity may be

improved. However, both synonym analysis and abbreviation

analysis might complicate the proposed approach and make

it hard to understand or implement. Synonym analysis and

abbreviation analysis in source code are difficult and com-

plex because terms (and abbreviations) usually have different

meaning in different contexts and thus whether two terms

are synonymous depends on their contexts. However, context

analysis for terms in short identifier names is difficult.

B. Subjective Evaluation

The proposed approach has been evaluated on the histories

of open-source applications (Section IV). The objective and

quantitative evaluation results are promising, suggesting that

the proposed approach is accurate and useful. However, no

subjective evaluation of the approach is presented, i.e., how

actual developers perceive the approach. In the future, it would

be interesting to get some feedback of real software developers

of how they perceive the approach and the tool, just as Bavota

et al. [14] evaluate their approach.

VI. CONCLUSIONS

Move method refactoring is popular, and existing tools

provide good automated tool support for the conduction of

move method refactorings. However, it is difficult to manually

identify which methods should be moved. Although a number

of approaches and tools have been proposed to identify such

methods based on source code metrics, change history, and

textual information, none of them has ever exploited conducted

move method refactorings that contain rich information about

the motivations for further refactorings.

To this end, in this paper we propose a new way to

identify methods that should be moved. Whenever a method is

moved, the approach recommends to move methods from the

same class that are highly similar and closely related to the

moved method. The rational is that similar and closely related

methods should be moved together. We evaluate the proposed

approach on open-source applications by comparing the rec-

ommended move method opportunities against a list of move

method refactorings that are discovered from the involved

applications by third-party tools (i.e., RefactoringCrawler and

REF-FINDER). Our evaluation results show that the approach

is accurate in recommending methods to be moved (average

precision 76%) and in recommending destinations for such

methods (average precision 83%). Our evaluation results also

show that for a substantial percentage (27%) of move method

refactorings, the proposed approach succeeds in identifying

more refactoring opportunities.
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